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Abstract

Our original whitepaper (Nissl, Heinzl, Sallinger, 2025) introduced a symbolic-first, temporal-
first architecture—the Tyla system—as a principled departure from neural-dominant and retrieval-
augmented paradigms for enterprise AI, claiming the architectural elimination of hallucinations
wherever formal reasoning applies. The present follow-up paper empirically contextualises that
claim against the Vectara Hallucination Leaderboard (HHEM-2.3, last updated February 5, 2026),
which evaluates 80+ large language models on factual consistency in summarisation across more
than 7 700 real-world documents.

Focusing on the major model families from OpenAI, Anthropic, Google, Meta, Mistral, DeepSeek,
xAI, Microsoft, and Qwen, we identify four principal findings: (i) the irreducible neural hallu-
cination floor—no widely-deployed model achieves below 3.3 % even under optimal conditions;
(ii) the reasoning-model paradox, whereby chain-of-thought models such as o3-pro (23.3 %) and
o4-mini (18.6 %) dramatically underperform their general-purpose counterparts; (iii) the scale
inversion effect, wherein flagship models within a family frequently hallucinate more than their
smaller variants; and (iv) the systematic absence of temporal reasoning evaluation from all cur-
rent benchmarks. Each finding independently validates the architectural arguments of our original
whitepaper.
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1 Introduction
Since the publication of our Multi-Level Hallucination Prevention Whitepaper (Nissl, Heinzl, Sallinger,
2025), the landscape of large language model (LLM) evaluation has continued to evolve rapidly. Every
major AI laboratory—Anthropic, OpenAI, Google, Meta, Mistral, DeepSeek, xAI, Microsoft, and
Alibaba (Qwen)—has released new flagship and specialised models, and independent benchmarks have
grown in both scale and rigour. Chief among these is the Vectara Hallucination Leaderboard [1],
an open, continuously updated ranking of LLMs evaluated for factual consistency using Vectara’s
Hallucination Evaluation Model (HHEM-2.3). As of its February 5, 2026 update, the leaderboard
covers more than 80 models across 7 700+ documents.

This follow-up paper focuses on the most widely deployed model families. The central thesis
of our original whitepaper—that purely statistical text generation cannot eliminate hallucinations by
design, and that a symbolic-first architecture is required for provably correct enterprise reasoning—is
strongly corroborated by the data. Even the best-performing major model in February 2026 exhibits a
3.3 % hallucination rate on constrained summarisation, a task far simpler than the recursive, temporal,
and multi-hop reasoning demanded by enterprise AI deployments.

2 Background and Context
2.1 Summary of the Original Whitepaper
The Multi-Level Hallucination Prevention Whitepaper (2025) introduced the Tyla reasoning engine—
an extension of the production-grade Vadalog system grounded in Warded Datalog with existential
rules [2]. The core innovation was an intentional inversion of the conventional neuro-symbolic hierarchy:
Tyla makes symbolic reasoning the default and sole execution path, invoking neural components only
when symbolic methods are provably insufficient. The system operates over a temporal-first knowl-
edge graph (KG) in which time is a first-class dimension of every entity and relation, enabling native
temporal interval reasoning via Allen’s algebra [6], metric temporal logic operators (�[I]ϕ, ♦[I]ϕ), and
fixpoint semantics for recursive queries. Two enforcement modes calibrate the reliability–expressiveness
trade-off:

• Strong enforcement. Every output must be deductively derivable from the temporal-first KG.
Hallucinations are precluded by construction; outputs carry a full chase-graph provenance.

• Weak enforcement. Verified symbolic deductions are supplemented by neural hypotheses that
pass symbolic validation; all neural contributions are explicitly flagged for human review.

The whitepaper’s central comparative claim was that Tyla achieves a hallucination rate of ≤ 1%
under strong enforcement—a level no existing neural or retrieval-augmented system had demonstrated.

2.2 The Vectara Hallucination Leaderboard
The Vectara Hallucination Leaderboard uses HHEM-2.3 to determine whether LLM-generated sum-
maries introduce facts not present in the source document [1]. Key methodological properties:

• Dataset. 7 700+ articles from news, technology, science, medicine, legal, sports, business, and
education; lengths from 50 to 24 000 words. Withheld to prevent overfitting.

• Task. Summarise a provided document using only its contents, at temperature 0. Summaries
must not exceed 20 % of source length.

• Metrics. Hallucination Rate (HR), Factual Consistency Rate (FCR= 100−HR), Answer Rate
(AR), Average Summary Length (ASL, words).

• Enterprise relevance. The task directly mirrors RAG settings in which an LLM synthesises
retrieved context into a grounded answer.
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3 Analysis of the Vectara Hallucination Leaderboard
3.1 Overview by Model Family
Table 1 presents hallucination rates for the major model families, grouped by provider and ordered
from best to worst within each group. Row colours indicate hallucination risk tier: green (≤ 5%),
yellow (5–10%), orange (10–18%), and red (> 18%).

Table 1: Hallucination rates for major model families, Vectara Leaderboard (Feb 2026). HR = Hallu-
cination Rate; FCR = Factual Consistency Rate; AR = Answer Rate; ASL = Avg. Summary Length
(words). Colour tiers: green ≤ 5%; yellow 5–10%; orange 10–18%; red > 18%.

Provider Model HR (%) FCR (%) AR (%) ASL

Google

gemini-2.5-flash-lite 3.3 96.7 99.5 95.7
gemma-3-12b-it 4.4 95.6 97.4 89.7
gemini-2.5-pro 7.0 93.0 99.1 106.4
gemini-2.5-flash 7.8 92.2 99.0 101.5
gemma-3-27b-it 7.4 92.6 98.8 96.4

Microsoft Phi-4 3.7 96.3 80.7 120.9

Meta
Llama-3.3-70B-Instruct 4.1 95.9 99.5 64.6
Llama-4-Scout-17B-16E 7.7 92.3 99.0 137.3
Llama-4-Maverick-17B 8.2 91.8 100.0 106.0

Mistral
mistral-large-2411 4.5 95.5 99.9 85.0
mistral-small-2501 5.1 94.9 97.9 98.8

Qwen
Qwen3-8b 4.8 95.2 99.9 83.6
Qwen3-32b 5.9 94.1 99.9 115.8

DeepSeek
DeepSeek-V3.2-Exp 5.3 94.7 96.6 64.6
DeepSeek-V3 6.1 93.9 97.5 81.7
DeepSeek-R1 11.3 88.7 97.0 93.5

xAI
Grok-3 5.8 94.2 93.0 95.9
Grok-4-non-reasoning 19.7 80.3 99.2 141.9
Grok-4-reasoning 20.2 79.8 99.5 173.9

OpenAI

gpt-4.1-2025-04-14 5.6 94.4 99.9 91.7
gpt-5.2-low 8.4 91.6 100.0 126.5
gpt-5-high 15.1 84.9 99.9 162.7
o4-mini-high 18.6 81.4 99.2 127.7
o3-pro 23.3 76.7 100.0 127.4

Anthropic

claude-haiku-4-5 9.8 90.2 99.5 115.1
claude-sonnet-4 10.3 89.7 98.6 145.8
claude-opus-4 12.0 88.0 91.0 123.2
claude-opus-4-6 12.2 87.8 99.8 137.6

The cross-family picture reveals an important structural result: the best-performing major
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model (Google Gemini-2.5-flash-lite, 3.3 %) still falls short of the ≤ 1% threshold that Tyla achieves
under strong enforcement, and does so on the far simpler task of static document summarisation.
On the complex enterprise reasoning tasks that Tyla targets—recursive inference, multi-hop queries,
temporal interval reasoning—the gap widens considerably.

3.2 The Irreducible Neural Hallucination Floor
Even under optimal conditions—the full source document provided, temperature set to zero, and the
model explicitly instructed not to use internal knowledge—no major deployed model achieves zero
hallucinations. Among widely-used models the floor sits at 3.3 % (Gemini-2.5-flash-lite). This is
structural, not incidental: it is a consequence of statistical text generation, which optimises for fluent
continuation rather than logical derivability.

The practical consequence is direct. A 3.3 % hallucination rate on 1 000 daily enterprise queries
still yields 33 factually incorrect outputs per day under the best-case scenario. For models routinely
used in production deployments—GPT-4.1 at 5.6 %, Mistral-large at 4.5 %, or the entire Claude fam-
ily at 9.8–12.2 %—the absolute error count is substantially higher. Tyla’s strong enforcement mode
eliminates this class of error by construction.

3.3 The Reasoning-Model Paradox
The most consequential and counterintuitive finding in the leaderboard is the systematic underperfor-
mance of OpenAI’s and xAI’s reasoning-specialised models. Table 2 isolates the relevant results.

Table 2: General-purpose vs. reasoning-mode models within the same provider (Feb 2026). The
reasoning-mode models consistently hallucinate far more.

Provider Model Mode HR (%) FCR (%)

OpenAI
gpt-4.1-2025-04-14 general 5.6 94.4
o4-mini-high reasoning 18.6 81.4
o3-pro reasoning 23.3 76.7

xAI
Grok-3 general 5.8 94.2
Grok-4-reasoning reasoning 20.2 79.8

DeepSeek
DeepSeek-V3 general 6.1 93.9
DeepSeek-R1 reasoning 11.3 88.7

The pattern is striking and consistent across all three providers: switching from a general-purpose
model to its reasoning-mode counterpart causes hallucination rates to increase by a factor of three to
four. For OpenAI, GPT-4.1 achieves 5.6 % while o3-pro reaches 23.3 %—a 4.2× deterioration. For
xAI, Grok-3 achieves 5.8 % while Grok-4-reasoning reaches 20.2 %—a 3.5× deterioration.

This paradox is architecturally explicable. Chain-of-thought and extended reasoning tokens provide
the model with additional computational budget to generate plausible-sounding intermediate steps
that are not grounded in the source document. The reasoning process amplifies creative text generation
rather than constraining outputs to verifiable facts. A model that generates ten intermediate reasoning
steps before answering has ten opportunities to introduce a hallucinated premise that propagates
forward into the final output.

This is precisely the failure mode Tyla’s strong enforcement mode is designed to preclude. Under
strong enforcement, every intermediate inference step must itself be derivable from the knowledge graph
via the chase procedure, making extended reasoning chains more reliable rather than less. Symbolic
derivation is monotone and terminating by the Warded Datalog guarantees: additional steps can only
derive new provable facts, never fabricate ones.
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3.4 The Scale Inversion Effect
A second counterintuitive finding is that within a given model family, the largest and most capable
variant frequently hallucinate more than the smaller ones. Table 3 documents this across the major
families.

Table 3: Scale inversion within model families: hallucination rates often increase with model size and
capability tier.

Family Model HR (%) ASL (w) Tier

OpenAI GPT-5
gpt-5.2-low 8.4 126.5 best
gpt-5-mini 12.9 169.7 —
gpt-5-high 15.1 162.7 worst

Anthropic Claude
claude-haiku-4-5 9.8 115.1 best
claude-sonnet-4 10.3 145.8 —
claude-opus-4-6 12.2 137.6 worst

Google Gemini 2.5
gemini-2.5-flash-lite 3.3 95.7 best
gemini-2.5-pro 7.0 106.4 —
gemini-2.5-flash 7.8 101.5 worst

Meta Llama
Llama-3.3-70B 4.1 64.6 best
Llama-4-Scout 7.7 137.3 —
Llama-4-Maverick 8.2 106.0 worst

DeepSeek
DeepSeek-V3.2-Exp 5.3 64.6 best
DeepSeek-V3 6.1 81.7 worse

The scale inversion effect arises because larger models are trained to maximise performance across
diverse benchmarks, which rewards expressive generation rather than conservative grounding. Notice
also the consistent co-variation between average summary length (ASL) and hallucination rate within
each family: larger models tend to generate longer summaries, and longer summaries correlate with
more hallucinations. This is explored further in Section 3.5.

3.5 Summary Length as a Proxy for Hallucination Risk
A consistent secondary pattern in the leaderboard is the positive correlation between average summary
length and hallucination rate. The three lowest- hallucinating major models—Llama-3.3-70B (4.1 %,
64.6 words), DeepSeek-V3.2-Exp (5.3 %, 64.6 words), and Gemini-2.5-flash-lite (3.3 %, 95.7 words)—all
produce short, tightly scoped summaries. By contrast, the high-hallucination cluster—GPT-5-high
(15.1 %, 162.7 words), Claude Sonnet 4 (10.3 %, 145.8 words), Llama-4-Scout (7.7 %, 137.3 words)
—all generate substantially longer outputs.

The mechanism is straightforward: verbose models generate more elaborative text beyond the
source document, creating additional opportunities for unsupported claims to enter the output. Tyla’s
symbolic execution path eliminates this failure mode by construction—it produces only derivable facts
and their provenance, with no elaborative generation.

3.6 The Temporal Reasoning Evaluation Gap
Despite its comprehensive scope, the Vectara leaderboard does not evaluate temporal reasoning—the
ability to correctly reason about event sequences, interval overlaps, causal chains across time, and
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evolving knowledge states. This is architecturally significant.
Temporal hallucination—attributing a fact to the wrong time period, generating anachronistic

causal inferences, or failing to propagate interval constraints correctly—is a qualitatively distinct failure
mode that the leaderboard’s 3.3 %–23.3 % range does not capture at all. For enterprise deployments
in supply-chain forecasting, regulatory compliance auditing, and financial risk modelling, temporal
correctness is non-negotiable. None of the major models evaluated possess Tyla’s native Allen’s-
algebra interval reasoning, metric temporal logic derivation, or temporal-first KG foundations. The
leaderboard therefore provides a lower bound on the gap between neural models and Tyla: the true
gap, measured on temporally-grounded enterprise queries, is larger.

4 Validation of the Original Whitepaper’s Claims
4.1 The ≤ 1% Hallucination Rate Claim
Our original whitepaper claimed a hallucination rate of ≤ 1% under strong enforcement. The Vec-
tara leaderboard confirms that no major deployed model achieves this threshold even on the simpler,
fully constrained summarisation task. The best result among widely-used models (Gemini-2.5-flash-
lite at 3.3 %) is roughly three times the claimed threshold, and applies only to static, non-temporal
summarisation.

Our ≤ 1% claim derives from logical necessity, not statistical improvement. Under strong en-
forcement, Tyla rejects any output not derivable from the temporal-first KG via the least-fixpoint
construction. A non-zero hallucination rate is impossible by construction wherever the KG is com-
plete. This is categorically different from what neural models do: no matter how much a neural
model is scaled, prompted, or fine-tuned, it cannot provide a formal derivability guarantee, because
its outputs are determined by probability distributions, not deductive rules.

4.2 Extended Comparative Analysis
Table 4 extends the comparative analysis of our original whitepaper to incorporate the February 2026
leaderboard evidence for the major model families.
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Table 4: Extended comparative analysis incorporating Vectara leaderboard findings (Feb 2026). †Un-
der strong enforcement; logical guarantee, not statistical estimate.

Criterion Tyla (Ours) Best major
LLM

GraphRAG Reasoning
LLM

RAG
Systems

Hallucination Rate ≤ 1%† 3.3–5.8 % 5–15 % 11–23 % 1–5 %
Recursive Reasoning Native/Exact Approximate Limited Probabilistic None
Temporal Support Full (native) None/Implicit Partial None Partial
Explainability Full (chase

graph)
Opaque Partial Partial Partial

LLM Independence Complete N/A None N/A None
Scalability High

(poly-time)
High Medium High Medium

Auditability Regulatory-
grade

None Partial None Low

Zero-hall. Guarantee Yes (strong) No No No No

Best major LLM column reflects the 3.3 %–5.8 % range of best-performing general-purpose models from major
labs (Google, Meta, Mistral, Qwen, DeepSeek, OpenAI). Reasoning LLM column reflects the
o3-pro/o4-mini/Grok-4/R1 class.

4.3 Why Scaling and RAG Cannot Close the Gap
The leaderboard data refutes two common expectations held by enterprise AI practitioners.

Scaling does not converge to zero hallucination. Within every major model family, larger
models hallucinate more than smaller ones (Section 3.4). GPT-5-high (15.1 %) outperforms GPT-5.2-
low (8.4 %) on general capability benchmarks but substantially underperforms it on factual grounding.
Claude Opus (12.2 %) is Anthropic’s flagship model but its weakest on hallucination. Scaling is there-
fore not a convergent strategy for reliability in the sense required by enterprise deployments.

RAG improves but does not eliminate the problem. Several leaderboard entries represent
purpose-built enterprise RAG systems (Cohere Command A at 9.3 %, Amazon Nova at 5.1–6.1 %).
Even these exhibit hallucination rates of 5–10 %, because the RAG integration step asks a neural
model to synthesise retrieved context—and that synthesis step is still statistical. In real deployments,
incomplete retrieval, context window constraints, and multi-source conflicts push these rates higher.
Tyla’s symbolic execution path replaces statistical synthesis with formal deduction, eliminating this
class of error entirely.

5 Architectural Roadmap Extensions
5.1 Neural Interface Layer: Evidence-Based Model Selection
Tyla invokes neural models only in the neural interface layer, for tasks such as translating ambiguous
natural language into candidate Tyla rules, hypothesising missing schema elements, and verbalising
symbolic outputs. The leaderboard provides direct empirical guidance for model selection in this layer.
Based on the February 2026 data, we propose the following tiered policy.

1. Tier 1 (HR ≤ 5%)—preferred for Type I/II functional token translation: Gemini-2.5-
flash-lite, Phi-4, Llama-3.3-70B, Mistral-large, Qwen3-8b. These models demonstrate superior
grounding discipline under constrained instruction-following, directly mapping to the NL-to-rule
translation task.
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2. Tier 2 (HR 5–8%)—acceptable for Type III operator inference: GPT-4.1, Grok-3,
DeepSeek-V3, Gemini-2.5-pro. Suitable for less tightly constrained tasks where the symbolic
validation backstop is active.

3. Explicitly excluded for any constrained task: All reasoning-mode variants—o3-pro, o4-
mini, Grok-4, DeepSeek-R1 (HR ≥ 11.3%, up to 23.3 %). Their chain-of-thought amplifies
fabrication risk rather than reducing it.

5.2 Reasoning Chain Symbolic Interception
The reasoning-model paradox (Section 3.3) motivates a specific architectural intervention: for models
operating in reasoning mode, intermediate chain-of-thought steps should be intercepted and symboli-
cally verified before propagating to the next step.

Definition (Symbolically-Intercepted Reasoning). Let C = (c1, c2, . . . , cn) be a
chain-of-thought produced by a reasoning-mode LLM. For each ci, extract all factual claims
φ
(i)
1 , . . . , φ

(i)
k and verify each against the temporal-first KG via Tyla. Any φ

(i)
j that is neither

derivable nor flagged as a weak-enforcement hypothesis is rejected before ci+1 is generated.

This transforms extended reasoning into a series of symbolically grounded inference steps, com-
bining the expressive problem decomposition of reasoning models with the factual discipline of Tyla’s
strong enforcement mode.

5.3 Contribution of a Temporal Hallucination Benchmark
We propose TempHallBench, a temporal hallucination evaluation dataset addressing the gap iden-
tified in Section 3.6:

• Time-sensitive documents. Financial reports, regulatory filings, supply-chain event logs, and
clinical records with explicit temporal structure.

• Temporal consistency queries. Interval overlap questions, sequencing tasks, and causal chain
verification requiring Allen’s-algebra reasoning.

• Gold standard. Tyla-derived answers with full chase-graph provenance, providing machine-
verifiable ground truth.

• Evaluation dimensions. Temporal anchoring accuracy, interval constraint compliance, anachro-
nism rate, and causal ordering fidelity.

We anticipate that all major models will exhibit materially higher hallucination rates on TempHall-
Bench than on the Vectara leaderboard, reflecting the additional challenge of temporal grounding that
no current neural architecture addresses systematically.

5.4 Chase Graph Formalisation for Regulatory Compliance
No major model in the leaderboard provides the regulatory-grade auditability required by EU AI Act
Article 13 for high-risk AI systems. We will formalise the mapping between Tyla’s chase graph output
and: the EU AI Act (2024/1689) Articles 9 and 13; ISO/IEC 42001:2023 AI management system
requirements; and Basel IV model risk management guidelines. This will allow enterprises to use chase
graphs directly as evidence in conformity assessments and audit logs.
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6 Broader Implications for Enterprise AI
6.1 Choosing a Neural Backend for Enterprise Deployment
Table 1 provides a directly actionable guide for enterprise model selection when a neural backend is
required. The data suggests the following practical conclusions:

• Google offers the widest range: Gemini-2.5-flash-lite is the best-performing major model (3.3 %)
but Gemini-2.5-flash (7.8 %) and Gemini-2.5-pro (7.0 %) are substantially worse.

• Meta’s Llama-3.3-70B at 4.1 % is the strongest open-weight option. However, the newer
Llama-4 family (7.7–8.2 %) represents a regression in factual consistency despite its architectural
improvements.

• Mistral and Qwen offer the most consistent performance in the 4–6 % range, with little spread
between model variants.

• DeepSeek-V3 (6.1 %) is competitive for a general-purpose open-weight model, but DeepSeek-
R1’s reasoning mode (11.3 %) should be avoided for grounded tasks.

• Anthropic Claude (9.8–12.2 %) and the OpenAI o-series (18.6–23.3 %) are the weakest per-
formers in the well-known model landscape for factual consistency tasks.

6.2 The Reliability–Capability Trade-off
The leaderboard data makes the reliability–capability trade-off concrete: the most capable flagship
models from OpenAI (o3-pro), Anthropic (Opus), and Google (Gemini-pro) are consistently outper-
formed on factual consistency by smaller, lighter models from the same or other providers. Our
architecture resolves this trade-off by separating concerns: capability is delegated to optional neural
components; reliability is delegated exclusively to the symbolic layer. The two properties become
orthogonal.

6.3 Sector-Specific Risk Assessment
Even the best major model hallucination rate (3.3 %) carries materially different risk implications by
sector:

• Healthcare. At 3.3 % on 1 000 daily clinical summaries: 33 factually incorrect outputs per
day. At the Claude Opus or GPT-5-high rates (12–15 %): 120–150 per day. In diagnostic or
pharmacological contexts this is categorically unacceptable.

• Legal & Compliance. Hallucinated case citations or regulatory references carry liability im-
plications. Deterministic provenance—not statistical consistency—is required.

• Finance. Temporal hallucination is entirely absent from the leaderboard’s measurement scope
yet central to risk modelling and regulatory reporting.

• Public Sector. Policy simulation and temporal analytics require interval-based extrapolation
with formal guarantees that no major neural model can provide.

7 Related Work
The original whitepaper (Section 5) provided a comprehensive survey of RAG successors, neuro-
symbolic frameworks, and temporal knowledge graph systems. We limit this section to developments
directly relevant to the leaderboard findings.

10



Hallucination evaluation methodology. The Vectara leaderboard builds on work in factual con-
sistency evaluation, including SUMMAC [8], TRUE [9], TrueTeacher [10], AlignScore [11], MiniCheck [12],
RAGTruth [13], and FaithBench [14].

Reasoning-mode hallucination. The failure of chain-of-thought models on factual consistency
tasks has been noted in concurrent work on process-reward models and outcome-reward alignment [18].
Our symbolic interception proposal (Section 5.2) extends this from statistical mitigation to formal
verification.

Temporal benchmarking. HaluEval [15] evaluates hallucination on question-answering tasks but
does not address temporal reasoning. RAG Meets Temporal Graphs [16] introduces time-sensitive
retrieval evaluation but lacks formal interval consistency verification. TReMu [17] addresses multi-
session temporal reasoning but remains probabilistic. TempHallBench would be the first benchmark
with formally verified temporal ground truth.

8 Conclusion
The February 2026 Vectara Hallucination Leaderboard, analysed through the lens of the major model
families that enterprises actually deploy, yields four findings that independently corroborate the archi-
tectural arguments of our original whitepaper:

1. The irreducible neural hallucination floor: no major model achieves below 3.3 % on con-
strained summarisation. The ≤ 1% guarantee of Tyla’s strong enforcement mode remains cate-
gorically out of reach for any neural architecture.

2. The reasoning-model paradox: switching from a general-purpose model to its chain-of-
thought counterpart increases hallucinations by a factor of three to four—o3-pro (23.3 %) vs.
GPT-4.1 (5.6 %), Grok-4 (20.2 %) vs. Grok-3 (5.8 %). This is the exact failure mode Tyla’s
symbolic interception mechanism addresses.

3. The scale inversion effect: flagship models within every major family hallucinate more than
their smaller variants. Scaling is not a convergent strategy for reliability.

4. The temporal reasoning evaluation gap: the leaderboard measures a lower bound on the true
performance gap, because temporal hallucination—the failure mode most relevant to enterprise
AI—is entirely absent from current benchmarks.

Tyla’s strong enforcement mode provides a qualitatively different guarantee: not a reduction in
hallucination probability, but its architectural elimination wherever the knowledge graph is complete.
For the major neural models enterprises are deploying today, that gap ranges from 2.3× (versus Gemini-
2.5-flash-lite) to more than 23× (versus o3-pro) on the simplest available benchmark, before temporal
reasoning is even considered.

Future directions. We will report empirical results from TempHallBench, a pilot deployment of
symbolic chain interception on reasoning-mode LLM outputs, and EU AI Act compliance mappings
for Tyla’s chase graphs in forthcoming work.
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