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Abstract

Large Language Models have revolutionized natural language processing, yet their adoption in
enterprise settings remains severely limited by hallucinations, factually incorrect statements that
are an unavoidable by-product of statistical text generation. Even the most advanced retrieval-
augmented, agentic, and neuro-symbolic systems can only reduce, never eliminate, hallucination
risk on complex, recursive, or time-sensitive queries.

This whitepaper presents a fundamental departure from these paradigms. We introduce a
symbolic-first, temporal-first architecture that deliberately inverts today’s neural-dominant hier-
archy. All core reasoning is performed exclusively by our production-grade reasoning engine, a
mature extension of the proven Vadalog system, operating over a temporal-first knowledge graph
in which time is a first-class dimension of every entity and relation.

The result is an enterprise Al system that is reliable by default, fully explainable, natively
temporal, and auditable at every step, delivering what scaling laws, retrieval-augment variants,
and neural-centric neuro-symbolic approaches fundamentally cannot: the architectural elimination
of hallucinations wherever formal reasoning applies, combined with transparent, strictly governed
hypotheses only when it is explicitly permitted.

1 Introduction

In the rapidly evolving domain of artificial intelligence, two foundational paradigms have emerged:
neural approaches, which excel at pattern recognition and fluent generation through statistical
learning, and symbolic approaches, which enforce explicit rules, logical deduction, and verifiable
reasoning over structured knowledge.

Enterprises increasingly rely on expansive data ecosystems to inform critical decisions. These
ecosystems demand robust, intuitive interfaces that enable precise interaction with structured and in
many cases realtime and dynamic information. While neural methods, particularly Large Language
Models (LLMs), have gained attention for their ability to process and generate human-like text, their
deployment in operational contexts exposes fundamental limitations. The primary issue is hallucina-
tion: the generation of syntactically plausible and fluent content that is nevertheless factually incorrect
or unsupported by evidence. This phenomenon is not a defect but a consequence of the underlying
design choice: neural models are optimized to produce statistically likely continuations of text rather
than to ensure factual correctness or epistemic grounding.

In contrast, symbolic systems operate on explicit representations and formal inference rules,
ensuring that every output is derivable, auditable, and consistent with the underlying knowledge base.
This becomes essential in settings like industrial operations, where safety-critical procedures depend
on strict temporal and dependency constraints. The same holds for supply-chain planning, where even
minor logical errors in inventory flows, dependency chains, or scheduling constraints can cascade into
large operational failures. Symbolic systems also shine in prediction contexts where forecasts depend
on rule-bound structures rather than free-form statistical patterns. Neural models tend to approximate



such structures, often missing particular cases or violating given constraints, while symbolic engines
compute them exactly.

This whitepaper presents a symbolic-first architecture that defaults to formal reasoning over
a temporal-first knowledge graph using our Tyla engine. Outputs are generated solely through de-
ductive, verifiable steps, eliminating hallucinations by construction. Neural components, including
LLMs, are invoked only in controlled, supplementary roles: when symbolic rule extraction or
prediction is insufficient and a form of structured creativity is needed (e.g., interpreting ambiguous
natural language, or generating exploratory insights). Even then, all neural contributions are subject
to symbolic validation and enforcement. The result is an enterprise Al system that is reliable by
default, explainable at every step, and flexible only under strict symbolic control, bridging the gap
between theoretical soundness and practical utility.

Early attempts to improve neural reliability, such as Retrieval-Augmented Generation (RAG),
retrieve external facts to ground model outputs [I} 2]. While helpful, RAG and its 2025 successors,
agentic, multimodal, real-time, active, self-correcting, and long-context variants, remain fundamentally
retrieval-dependent and lack formal guarantees of logical consistency [3| 4 [16]. Tools like LangChain,
Llamalndex, and Mixture-of-Experts configurations enhance modularity and adaptability [14, [18], but
do not resolve core issues: incomplete verification, error propagation in multi-hop reasoning, and
absence of provable correctness under complex or recursive queries.

Our solution departs from this paradigm. Instead of augmenting neural models with symbolic
patches, we invert the hierarchy: symbolic reasoning is the foundation, and neural components
are optional, tightly constrained extensions. This yields a symbolic first architecture. Neural net-
works, which excel in pattern recognition and intuitive learning, are paired with symbolic paradigms
that enable explicit reasoning, deduction, and abstract knowledge manipulation. Though rooted in
1990s research and recently revitalized in domains like robotics and hallucination-resistant agents [19],
traditional neuro-symbolic designs often retain neural dominance. We reject this dominance.

In our architecture presented in Section [3| the symbolic—neuro framework adopts a purposeful and
asymmetric integration strategy. The symbolic reasoning engine, Tyla, built on Vadalog, holds the
central role in executing all core inferential processes. Its basis is classical Datalog, which specifies
recursive queries over relational databases and knowledge graphs using Horn clauses, thereby enabling
efficient, deterministic, and side-effect-free deduction. Vadalog enriches this foundation with existential
quantifiers, stratified negation, and advanced dependency handling, ensuring termination and scala-
bility even across large and heterogeneous data landscapes [6]. Neural components, including LLMs,
are invoked only when symbolic expressiveness is insufficient and always remain under strict symbolic
control.

At the core of our system is our symbolic- and temporal-first knowledge graph (ST-KG), in which
time is not a peripheral attribute but a first-class dimension attached to every entity and relation.
This design enables native support for time-series analysis, event sequencing, interval reasoning, and
state evolution, capabilities fundamental to enterprise applications such as forecasting, supply-chain
optimization, and predictive maintenance.

Within this architecture, LLMs do not contribute to primary reasoning. All factual con-
clusions emerge exclusively from the symbolic engine operating over the temporal KG. Neural models
are invoked only in situations where controlled generative abilities provide practical value, for example
when converting ambiguous natural-language inputs into precise logical structures or offering tenta-
tive interpretations for human evaluation. Even then, their outputs serve solely as proposals: each
suggestion is subjected to immediate symbolic verification, and only information that can be derived
from the KG is admitted. Through this mechanism, the system ensures zero hallucinations under
rigorous symbolic oversight.

To ensure that user intent, symbolic inference, and temporal knowledge integration remain aligned
throughout the entire reasoning process, the architecture brings together three tightly coupled mech-
anisms that coordinate how information is represented, constrained, and validated:

o Functional Tokens: Semantic anchors (e.g., entities, temporal phrases, aggregates) are ex-



tracted and mapped to formal constructs. A lambda-calculus-based meta language eliminates
natural language ambiguity, enabling precise translation between user intent and symbolic exe-
cution.

¢ Dual Enforcement Modes: The system operates in either a strong mode, in which all outputs
must be fully derivable from the KG and thus guarantee factual integrity, or a weak mode, which
allows verified symbolic deductions alongside neural hypotheses that pass symbolic validation,
with the latter explicitly flagged for review.

e Full Traceability: Every output is accompanied by a chase graph, a visual, step-by-step proof
of derivation, with temporal annotations, ensuring auditability and regulatory compliance.

By making symbolic reasoning the default and neural creativity the exception under strict gover-
nance, this architecture delivers an enterprise Al system that is not merely less pronme to error, but
correct by construction wherever formal methods apply, and transparently bounded where they do not.
Hallucinations are not mitigated; they are architecturally precluded in core operations.

The remainder of this whitepaper is structured as follows: Section [2| reviews current approaches,
Section [3] presents our novel architecture, Section [4 offers a forward-looking perspective, and Section [f]
surveys related work.

2 Review of Current Approaches

This section provides a comprehensive review of existing methodologies for temporal understanding,
hallucination prevention and reasoning in Al systems, with a focus on their applicability to enterprise
environments. We categorize approaches into RAG successors, dedicated neuro-symbolic frameworks,
and temporal knowledge graph systems, evaluating their strengths, limitations, and comparisons to
our Tylabased symbolic-neuro architecture. Particular emphasis is placed on temporal reasoning ca-
pabilities, as realtime and dynamic data handling is increasingly critical for real-world applications.

2.1 Retrieval-Augmented Generation Successors

RAG and its evolutions aim to ground LLM outputs in external knowledge sources to reduce halluci-
nations. As of 2025, key advancements [9] include GraphRAG, which constructs hierarchical KGs for
global context, outperforming vanilla RAG by 20-30% on multi-hop QA [37]. However, GraphRAG
remains retrieval-dependent and exhibits error rates of 5-15% on sparse subgraphs [45]. Other sys-
tems like Vectara and Cohere RAG offer enterprise platforms with hallucination scores below 1% via
guarded retrieval but lack native support for temporal reasoning, relying on LLM-mediated inference
that incurs latency [15].

In temporal contexts, extensions like Temporal RAG incorporate time-aware retrieval but struggle
with recursive temporal logic, such as interval overlaps or sequence predictions, without formal guar-
antees [46]. Compared to our approach, these systems fail to achieve near zero-hallucination thresholds
under strong enforcement, as retrieval is non-exhaustive and lacks symbolic verification.

2.2 Dedicated Neuro-Symbolic Frameworks

Neuro-symbolic AT ([10}, 11} 82]) combines neural learning with symbolic reasoning for enhanced ex-
plainability and reliability. Frameworks like SymbolicAI [26] and ConstraintLLM [27] achieve 95%+
accuracy on deductive tasks via solver integration, outperforming LoRA-tuned LLMs by 25-40% on
constraint programming. NeurASP [34] and DeepProbLog [35] handle uncertainty but scale poorly on
large temporal datasets, being 10x slower than optimized Datalog systems [34].

Commercial offerings like AllegroGraph v8 integrate vector-symbolic stores for enterprise-scale
reasoning, with recent additions for temporal edges [48]. However, they often require domain-specific
solvers and lack Tyla’s existential quantification for ontological temporal reasoning. Surveys highlight



NeSyAT’s role in temporal modeling, combining neural temporal embeddings with symbolic logic for
time-series prediction [36].

Our architecture surpasses these in temporal-first design, leveraging our own Tyla for temporal
logic, supporting aggregates, time series, and stratified negation with production-ready efficiency [49].

2.3 Temporal Knowledge Graph Systems

Temporal KGs [12], [13] extend static graphs with time dimensions for reasoning over evolving data.
Advancements in 2025 include temporal agents in OpenAl frameworks for multi-hop retrieval over time-
stamped edges [52]. Systems like DataWalk blend symbolic and neural methods for hybrid temporal
reasoning in enterprise Al, supporting real-time updates and causal edges [51].

Competitors to Tyla include extended RDF stores (e.g., Stardog with temporal extensions) and
probabilistic temporal logics (e.g., TProbLog), but they often lack tractability guarantees for large-scale
recursion. Tyla’s temporal-first approach bridges this gap, enabling efficient reasoning over temporal
data pipelines with novel techniques for aggregation and arithmetic [50].

2.4 Comparative Analysis

To the best of our assessment, no existing framework provides a more comprehensive integration
of symbolic reasoning, temporal modeling, and controlled neural augmentation as of 2025. Table
summarizes the principal dimensions along which current approaches differ.

Table 1: Comparative Analysis of Approaches

Criterion Our System GraphRAG ConstraintLLM  AllegroGraph Temporal Agents
Hallucination Rates <1% 5-15% <1% Partial 10-20%
Recursive Reasoning Native Limited Strong Strong LLM
Temporal Support Full Partial Limited Partial Strong
Explainability Full Partial High High Low

LLM Independence Complete None Partial Partial None
Scalability High Medium Medium High High

This leap from probabilistic mitigation to provable absence of hallucinations represents the defining
advantage for industries in 2025 and beyond. Enterprises requiring audit-proof reasoning chains there-
fore no longer face a trade-off between reliability and expressive power: our symbolic-first paradigm
delivers both simultaneously and without compromise.

3 Architecture

Our architecture is symbolic-first by design. The default and preferred execution path is fully symbolic,
executing directly over a temporal-first knowledge graph (KG) using our Tyla reasoning engine. Neural
components are invoked only when symbolic expressiveness is provably insufficient. This deliberate
inversion of the conventional neuro-symbolic paradigm yields correctness by construction for all
core reasoning tasks and zero hallucinations under strong enforcement. The system is therefore
not an LLM-centric wrapper but a verifiable deductive engine with tightly governed, auditable neural
augmentation. The resulting system thereby achieves a paradigm shift: reasoning is verifiable by
default, hallucinations are reduced and in most use cases eliminated within the symbolic path, and
neural augmentation is a controlled, transparent exception rather than the primary mechanism.

To provide context, correctness by construction refers to a design principle where the system’s
structure inherently ensures that outputs are logically sound and free from errors, without relying on



post-hoc verification. Similarly, hallucinations in this context denote factually incorrect or fabricated
outputs generated by LLMs, which our architecture mitigates through symbolic grounding.

Table 2: Four Layer Approach

Layer Component Guarantee
1 Base Temporal-First KG No temporal contradictions by construction
2 Reasoning Tyla Correctness, termination, full provenance
3 Input Typed A-conversion + optional LLM  All queries reduced to valid Tyla programs
4 Output Direct facts + optional LLM Exact answers

3.1 Core Components

The architecture comprises several layers to provide robust, hallucination-free reasoning. Below, we
describe each component, including explanations of underlying abstract concepts.

e Temporal-First KG: Time is not a property but a foundational dimension. Every entity and

3.2

relation is natively timestamped or interval-bound, enabling seamless reasoning over sequences,
durations, and evolving states without post-hoc indexing.

A KG is a structured representation of knowledge as a graph, where nodes represent entities
(e.g., people, organizations) and edges represent relationships between them. In a temporal-first
KG, temporality is embedded at the core, meaning each fact is associated with a time interval
or timestamp, preventing inconsistencies like reasoning about future events based on past data.

Our Reasoning Engine, denoted as Tyla, represents our extension to factual inference paradigms.
This framework is predicated on the Vadalog system, an advanced instantiation of warded Dat-
alog, which accommodates existential rules, enabling the dynamic introduction of novel entities
during inference, while guaranteeing decidability and computational efficiency. Complementing
this foundation, Tyla integrates temporal logic [30, 31], facilitating rigorous reasoning over tem-
poral intervals through operators such as always (O) and eventually (¢) within defined bounds.
Stratified negation is employed to layer negative assertions hierarchically, thereby circumventing
logical paradoxes, whereas tractable complexity ensures that query resolution scales polynomially
with input data volume. All inferences under Tyla terminate deterministically, supported by full
provenance tracking, as detailed in recent advancements [49].

The Neural Interface Layer is activated only for translating ambiguous natural language
into candidate Tyla rules, hypothesizing missing schema elements from unstructured text, and
polishing symbolic outputs into fluent natural language. All neural outputs are parsed into
symbolic form and validated against the KG before acceptance. The neural interface layer
leverages LLMs for tasks requiring natural language understanding, but confines their role to
augmentation. Outputs are always converted to symbolic representations (e.g., logical rules) and
verified to prevent ungrounded generations.

Functional Tokens and Meta Language

In our proposed symbolic-neuro architecture, functional tokens serve as the primary interface between
natural language inputs and the symbolic reasoning core, categorizing elements based on their role in
bridging unstructured text to structured reasoning. These specialized semantic markers anchor textual
elements to the underlying temporal-first knowledge graph (ST-KG) and the Tyla reasoning engine.
The translation process prioritizes symbolic mapping as the default path: user queries are first
parsed directly into a typed lambda-calculus-based meta language for unambiguous execution. Only if



this symbolic mapping proves insufficient, such as in cases of unresolved ambiguities, missing schema
elements, or pragmatic intent, is the neural interface layer activated as an exceptional augmentation.

Upon activation, the neural layer parses the query to extract and categorize functional tokens,
emitting a sequence of such tokens rather than generating full rules directly. Tyla then interprets
these tokens as instructions for constructing or modifying symbolic structures, ensuring controlled
integration. Each emitted token sequence is analyzed for correctness: it undergoes consistency checking
against the KG via chase-based provenance, validating syntactic correctness, termination guarantees,
and alignment with existing axioms. This analysis confirms a correct mapping before proceeding to
symbolic evaluation, thereby maintaining the architecture’s symbolic-first design and mitigating risks
of ungrounded generations.

Functional tokens are classified into four types to facilitate this process:

e Type I (Direct): KG identifiers (e.g., Company: Apple). These directly map to existing entities in
the KG.

e Type II (Derived): Inferred predicates (e.g., isProfitable(Q3)). These represent conclusions
drawn from logical deductions.

o Type III (Linguistic): Operators (e.g., sum, after). These handle mathematical or relational
computations.

o Type IV (Temporal): Intervals and metrics (e.g., since(2023), during(Q3)). These manage
time-based reasoning.

To eliminate natural language ambiguity, we define a meta language based on a typed lambda
calculus extended with metric temporal operators. All user inputs are translated into this formal rep-
resentation before symbolic execution. The lambda calculus is a mathematical framework for defining
functions and computations through abstraction and application, providing a precise way to express
queries without the vagueness of natural language.

As a formal example, let F; K, and P be disjoint sets of functions, KG entities, and properties
(functional tokens), respectively. Operations are defined as:

(K. 5) {ke K|0(p(k),s)} filter mode
) S =
P {0(K,s)} set mode (e.g., sort, aggregate)
where 6 is a comparison or transformation, and s € K U P.
Temporal reasoning is expressed using standard modal operators with indexed intervals:

o O[I]¢: “¢ holds eventually in interval I”. This means there exists some point in I where ¢ is
true.

o O[I]¢: “¢ holds always throughout interval I”. This means ¢ is true at every point in I.

o since(t1,t2), until(ty, t2), during(I) as syntactic sugar. These are shorthand notations for common
temporal patterns.

To incorporate temporal reasoning as a first-class citizen, we extend the meta language with oper-
ators from Allen’s interval algebra, which defines 13 binary relations between intervals (e.g., precedes
p, meets m, overlaps o, during d, and their inverses). For intervals Iy = [t5,t5] and I, = [t5, 5],
the relation I; r I holds if the endpoints satisfy the corresponding constraints (e.g., for overlaps:
t] <t3 <tf <t§). Type IV tokens now include these relations, enabling expressions like fauring(K, 1),
filtering entities active within interval I.



3.3 Fixpoint Semantics for Recursive Queries in Tyla

Recursive queries arise when answers require repeatedly applying the same logical step, such as com-
puting transitive hierarchies or temporal dependencies. Tyla evaluates such rules through classical
fixpoint semantics. A Datalog program P consists of Horn clauses H <+ Bj,...,B,. Given a set of
known facts I, the immediate consequence operator is

Tp(I)=1U{Ho |(H + By,...,B,) € P, o grounds all B; € I }.

The meaning of P is the least fixpoint

T (),

(@

lfp(Tp) =

k=0

obtained by repeatedly applying Tp until no new facts appear. Intuitively, this builds chains such
as parent — grandparent — ancestor until saturation. In the temporal setting, rules may combine
intervals, e.g.

Ancestor(z,y,I) < Parent(x,z,1I1), Ancestor(z,y,I2), I =11 o I,

where o is a compositional operator respecting temporal constraints.

3.4 Termination and Complexity

Two issues must be controlled: (1) termination of recursive inference and (2) complezity of evaluating
recursive rules at scale.

Warded Datalog ensures termination by restricting recursion to warded variables, preventing value
propagation along uncontrolled cycles. This guarantees that the chase procedure constructs only finite
models, avoiding infinite loops such as R(x,y) — 3zR(y,2); R(x,y) = 32S(y,2); R(x,y),S(y,z) —
T(z, z).

Computationally, warded recursion preserves polynomial-time data complexity: the fixpoint con-
struction requires at most O(]|D|¢) iterations for some small constant c¢. Temporal reasoning with
full interval algebras can be NP-complete (e.g. the full Allen framework), but Tyla restricts itself to
tractable endpoint-based constraints, ensuring that the temporal operators used in practice remain
polynomially evaluable. As a result, Tyla combines (i) safe recursion and (ii) polynomial-time reason-
ing over the temporal fragments it supports, enabling scalable symbolic-neuro inference on temporal
knowledge graphs.

Undecidability Boundaries. Combining unrestricted recursion with the full expressiveness of
Allen’s interval algebra leads to undecidable reasoning, since such combinations can simulate two-
counter machines via halting-problem reductions [44]. In Tyla, we avoid these constructions by strati-
fying temporal rules and forbidding patterns known to cause undecidability (e.g., unbounded interval
nesting). This preserves decidability while retaining the expressive power required for enterprise tasks
such as supply-chain forecasting. The meta-language acts as a canonical intermediate representation,
ensuring that every user query is compiled into a well-formed, unambiguous symbolic program before
evaluation by Tyla.

Example and further details are hidden for internal use only.

3.5 Enforcement Modes

The system operates under two mutually exclusive output regimes, selected at query time. These
modes control the balance between strict verifiability and exploratory flexibility.



Strong Enforcement: Every claim in the output must be derivable from the temporal-first
KG. This mode guarantees factual integrity: no statement can appear unless it is deductively
provable within Tyla, ensuring outputs remain fully grounded and eliminating hallucinations.

Weak Enforcement: Builds on strong enforcement but allows controlled, transparently justi-
fied extensions. These include verified symbolic operations such as aggregations, projections, or
recursive inferences over existing facts (e.g., “average quarterly revenue since 2020”), all of which
remain traceable through chase graphs.

Temporal consistency is non-negotiable in both modes. Our Tyla enforces metric temporal
logic across all derivations, preventing anachronisms, retroactive updates, or interval violations (e.g.,
“event A occurred before it was recorded”). Anachronisms are temporal inconsistencies, such as
referencing data from a time period that does not align with the query’s context.

3.6

Operational Flow of Tyla

The execution in Tyla is symbolic-first and temporal-first by design. Every query follows the default
symbolic path unless provably impossible; neural components are engaged only as a controlled excep-

tion.

1.

This flow ensures precision and explainability at every step.

Entity Resolution and Functional Token Extraction. User input is immediately parsed
for Type I-I1I functional tokens. Each token is mapped to a typed A-expression in Tyla’s internal
lambda-calculus meta-language, anchoring the query to strict semantic types from the very first
step.

Symbolic Query Compilation (Default Path). The A-calculus representation is compiled
directly within the Tyla engine. If compilation succeeds without unresolved schema elements or
variables, the query proceeds immediately to symbolic execution; no neural component is ever
invoked. Symbolic query compilation transforms the formal representation into executable rules
in Tyla, ensuring the query is logically well-formed.

. Neural Assistance (Exceptional Path). Neural assistance is activated only when symbolic

compilation fails or returns partial results (e.g., missing relations, unobserved schema, or prag-
matically ambiguous intent). The LLM proposes candidate rules, schema extensions, or instance
completions. Every proposal is parsed back into the A-calculus meta-language, subjected to con-
sistency checking, and validated via chase-based provenance before it may enter the temporal-first
KG.

. Symbolic Evaluation and Provenance Generation. Our Tyla reasoning core evaluates

the (now guaranteed well-formed) program. It produces derived facts together with a complete
chase graph that documents every deductive step, temporal interval, and data provenance in
a machine-verifiable form. The chase graph is a visual or structural representation of the rule
application sequence, providing full traceability (provenance) of how facts are derived.

. Output Generation and Verbalisation. Under strong enforcement (the default enterprise

mode), the response consists exclusively of symbolically derived facts accompanied by the full
chase graph. Under weak enforcement or upon explicit user request, the neural verbaliser may
translate the symbolic result into fluent natural language, preserving functional token anchors
so that every claim remains back-traceable to its logical origin.

Verbalisation is the process of converting symbolic outputs (e.g., logical predicates) into human-
readable text.

. Back-tracing and Enforcement Verification. Every token in the final output is back-traced

to its source in the temporal-first KG or to a validated neural proposal. Strong enforcement



silently rejects any token lacking KG provenance, resulting in zero hallucinations. Weak enforce-
ment explicitly marks unprovable tokens as “hypothesis — weak enforcement only” and records
them for potential incremental learning.

Back-tracing involves reverse-mapping outputs to their source facts, ensuring verifiability.

This rigidly symbolic-first, temporal-first pipeline, with neural augmentation as a provably bounded
exception, is what distinguishes Tyla from all retrieval-augmented or LLM-centric systems and delivers
correctness and termination by construction for the overwhelming majority of enterprise queries.

4 QOutlook

As we advance beyond 2025, our symbolic-first architecture positions symbolic-neuro Al not as a hybrid
compromise, but as a rigorous foundation for enterprise systems where correctness is non-negotiable.
By defaulting to Tyla-driven deduction over temporal-first KGs, we enable verifiable reasoning that
preempts hallucinations, a standard increasingly demanded amid the third AI summer’s focus on
trustworthy integration of symbolic and neural paradigms [54].

We anticipate widespread adoption across high-stakes sectors, including healthcare (e.g., explain-
able diagnostics with documented neuro-symbolic use cases [55]), finance (e.g., compliant forecasting in
probabilistic dialog systems [50]), legal affairs (e.g., auditable relation extraction for regulatory compli-
ance [57]), and the public sector (e.g., temporal analytics for policy simulation [58]). Recent 2024-2025
integrations, such as NeuSTIP’s temporal logic enforcement on TKGs for structured insights [59] and
CTFormer-LLM’s continuous-time embeddings for time-series prediction [60], underscore the time-
liness of our approach. Temporal-first KGs will particularly elevate predictive analytics, enabling
interval-based extrapolation with formal guarantees, far surpassing retrieval-dependent methods.

Looking ahead, our roadmap emphasizes iterative refinement through practical deployments:

¢ Enhanced Temporal Integrations: Extending Tyla with multi-modal streams (e.g., fusing
sensor data and events via recurrent encoding and contrastive learning [61]), supporting real-time
updates in dynamic environments like supply chains.

¢ Symbolic Governance of Neural Augments: Incorporating emerging frameworks like TReMu
for temporal anchoring in LLM queries [62] and multi-agent validation queues to safely promote
weak-enforcement hypotheses.

e Scalable Explainability: Standardizing chase graphs for regulatory audits, with benchmarks
from 2025 surveys highlighting neuro-symbolic gains in interpretability over pure neural mod-
els [63].

By eliminating errors at the architectural level in core reasoning, we overcome the limitations of
neural opacity and enable a new paradigm of precision-driven innovation in global critical infrastruc-
ture.

5 Related Work

The integration of LLMs with KGs has been a focal point of research in Natural Language Processing,
particularly enhancing Natural Language Understanding (NLU) and Natural Language Generation
(NLG) [7]. This section delves into principal strategies of combining LLMs with KGs, summarizing
foundational works [5], and extends to recent neuro-symbolic and temporal advancements from 2024-
2025.

KG-Enhanced LLMs incorporate KGs during either the pre-training or inference phases to
improve the model’s knowledge base and reasoning capabilities. Pre-training methods enrich a large
amount of unlabeled text corpus with semantically relevant real-world knowledge by training LLMs



to leverage those knowledge from scratch. The static nature of pre-trained knowledge can lead to
poor generalization to new or unseen data, as updates require a re-training of the model. Inference
methods, in contrast, adapt more flexibly to new information by incorporating updated knowledge at
the point of inference, enhancing performance on new domains without the need to retrain the entire
model. RAG stands out as a pivotal technique within KG-enhanced LLMs, where knowledge from
KGs is dynamically retrieved during the inference phase to support the generation process [5], with
2025 extensions like self-RAG and long-RAG further refining this [2].

LLM-Augmented KGs enhance knowledge graphs using the linguistic and reasoning capabili-
ties of large language models. Several research directions contribute to this integration. KG-to-text
generation converts structured KG data into fluent natural language. Knowledge Graph Completion
predicts missing entities or links, using either Prediction-as-Encoders (PaE), which fine-tune an LLM’s
prediction heads, or Prediction-as-Generators (PaG), which generate the missing tail entity directly
and therefore also work with closed-source models. A key area from an NLU viewpoint is Knowledge
Graph Construction. Here, LLMs support tasks such as entity discovery (NER, entity typing, linking),
coreference resolution, and relation extraction, turning unstructured text into structured graph com-
ponents. Knowledge Graph Question Answering (KGQA) connects natural language queries with KG
facts. LLMs typically act as (i) extractors that interpret the query and identify relevant entities and
relations, and (ii) answer reasoners that combine retrieved KG facts into grounded natural-language
answers [5].

Synergized LLMs and KGs combine large language models with knowledge graphs to improve
both knowledge representation and reasoning. In synergized knowledge representation, models integrate
the implicit knowledge encoded in LLMs with the explicit structure of KGs, often by adding fusion
modules during training. Synergized reasoning aims to exploit both sources during inference. In LLM-
KG fusion reasoning, text and KG inputs are processed jointly (e.g., dual encoders or GNN-based
message passing). In contrast, LLMs as agents let the model actively query and interact with the KG
to perform multi-step reasoning [5]. Despite their promise, these systems still face inherent risks of
hallucination unless supported by symbolic constraints.

Neuro-Symbolic and Temporal Approaches. Recent work from 2024 to 2025 has increasingly
turned to neuro-symbolic Al to improve reasoning and reduce hallucinations by integrating LLMs
with symbolic and temporal structures. Systems that combine neural components with symbolic
temporal models show measurable gains in temporal reasoning within enterprise KGs [33]. Broader
surveys distinguish between neural-symbolic and symbolic-neural hybrids as complementary strategies
for strengthening LLM reasoning [22]. Studies on KG construction further emphasize that LLMs
function effectively as components within neuro-symbolic pipelines [24], while medical applications
demonstrate how multimodal explainability can benefit from neuro-symbolic-LLM integration [25].
Across workshops and industry reports, neuro-symbolic Al is increasingly positioned as a credible
alternative to pure model scaling, offering more reliable reasoning through the combination of neural
models, symbolic constraints, and temporal extensions [29] 23].
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